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Abstract— Robot navigation in complex outdoor terrain can
benefit from accurate traversability classification. Appearancebased traversability estimation can provide a long-range sensing
capability which complements the traditional use of stereo or
LIDAR ranging. In the standard approach to traversability
classification, each image frame is decomposed into patches
or pixels for further analysis. However, classification at the
pixel level is prone to noise and complicates the task of
identifying homogeneous regions for navigation. Fixed-sized
patches aggregate pixel information, resulting in better noise
properties, but they can span multiple distinct image regions,
which can degrade the classification performance and make thin
obstacles difficult to detect. We address the use of superpixels as
the visual primitives for traversability estimation. Superpixels
are obtained from an over-segmentation of the image and they
aggregate visually homogeneous pixels while respecting natural
terrain boundaries. We show that superpixels are superior to
patches in classification accuracy and result in more effective
navigation in complex terrain environments. Our experimental
results include a study of the effect of patch and superpixel size
on classification accuracy. We demonstrate that superpixels can
be computed on-line on a real robot at a sufficient frame rate
to support long-range sensing and planning.

I. I NTRODUCTION
Navigation in an unknown and unstructured outdoor environment is a fundamental and challenging problem for
autonomous mobile robots. In this paper we consider the
following navigation task for a UGV: Given a goal location
and a starting point, the vehicle should be able to traverse
an unknown outdoor environment using vision sensors and
reach the designated goal without human intervention. A key
aspect of this task is to determine the traversability of the
outdoor terrain. A standard approach to this problem uses
ranging sensors such as stereo vision or radar to recover the
3-D shape of the terrain. Features of the terrain such as slopes
or discontinuities are then analyzed to determine traversable
regions [1], [2], [3], [4]. Additional visual appearance cues
such as color and shape also have been employed [5], [6],
[7].
In this work, we address problem of outdoor navigation
in complex terrain which includes foliage, surfaces covered
with leaves, and dense vegetation. Fig. 1 shows some example terrains. In particular, we focus on the use of vision
sensing as a tool to directly estimate the traversability of
the terrain based on its appearance, rather than relying on
the geometric information available from stereo vision. This

Fig. 1.

The example images of complex terrain

analysis can support long-range perception which provides
a “look-ahead” capability for planning that can complement
the traditional short-range stereo- or LIDAR-based sensing
for obstacle avoidance.
In the appearance-based traversability estimation scenario,
an image frame is decomposed into more fine-grained primitives which are further analyzed to estimate the traversability
of the terrain surfaces corresponding to each primitive unit.
The most commonly-used primitives are pixels [8] or patches
[9], [10], [11]. However, pixels are apt to produce noisy
and spotty estimation which complicates the identification
of homogeneous regions for navigation [12]. Hence, region
primitives, such as patches, are preferred since they allow
the robot to estimate the characteristics of the image region
using rich features such as color and texture distributions.
However, fixed-sized patches lack the ability to correctly
identify the boundaries of complex objects, with the result
that multiple distinct image regions may be contained within
each patch, degrading the estimation accuracy. Fig. 2 shows
the case that degrades the estimation accuracy. Hence, it
is natural to consider alternative visual primitives which
can compensate for the shortcomings of pixels and patches.
Our approach adopts superpixels as the visual primitives
for region-based traversability estimation. Superpixels are
obtained from the over-segmentation of the image. The distinctive characteristic of superpixels is that each superpixel
agglomerates visually homogeneous pixels while respecting
natural scene boundaries such as occluding edges. Hence,
each superpixel can be considered as one large pixel which
covers visually homogeneous region. An example scene
decomposed into patches and superpixels is shown in Fig.
3 with the overlayed traversability estimation results. It is

Fig. 2.

Inhomogeneity of the patch-based method

imagery with known ground-truth labels and on a realtime outdoor navigation task. In particular, we compared
the estimation performance of superpixels and their impact
on real robot navigation tasks against fixed-sized patches.
Our experimental results demonstrate the benefits of using
superpixels over patches as the classification primitives in
challenging outdoor environments. This paper makes three
main contributions:
• An efficient superpixel-based traversability estimation
algorithm.
• Quantitative experimental results that demonstrate the
superiority of superpixels as visual primitives over
fixed-sized patches, including a study of the effect of
patch/superpixel size on classification performance.
• Experimental demonstration of an improved ability to
successfully execute navigation tasks in challenging outdoor environments by using superpixels in conjunction
with a self-supervised learning method.
II. R ELATED W ORK

Fig. 3. The examples of traversability classification using rectangle patches
and superpixels: Red colored area represents non-traversable area and green
colored area represents traversable area.

observed that superpixels decompose the image into regions
which are more coherent in their characteristics than patches.
Patches can’t capture the thin trees in a distance and near
to the tree trunk in the middle. In our work, we adopt the
graph-based efficient over-segmentation technique presented
in [13].
Another aspect of our approach is the development of
a self-supervised learning framework [6], [14], [11], [15]
which aims to autonomously improve traversability estimation capabilities in unknown terrain. Self-supervised learning
(SSL) for UGVs is an approach to designing robot systems
so that they can adapt to unknown environments which
cannot be easily learned a priori by batch learning approaches
with a limited amount of training examples. In detail, SSL
systems provide autonomously-labeled training examples to a
classifier learning module whose performance improves over
time due to incrementally-updated decision boundaries. The
SSL approach has advantages in outdoor navigation tasks
where the visual appearance of the environments changes
over time or is a priori unknown. In general, SSL systems
use a predefined measurement set to autonomously label the
training data, e.g., height information from the stereo vision
or range sensors, and improve its traversability estimation
capability by using the updated classifiers. In particular, the
SSL framework allows the robot to obtain a fairly accurate
visual models of the terrain which are used to classify the
terrain beyond the range of stereo or LADAR, as shown in
previous work [6], [11], [15].
We have developed a novel superpixel-based scene classification system in conjunction with an SSL framework and
tested its performance both on manually-collected outdoor

Traversability prediction from image measurements has
been actively investigated since it can provide long-range
perception capabilities using descriptive visual features such
as color and texture. A thorough survey of previous work in
this area can be found in [5]. Early works include road/path
following approaches based on appearance features such
as color and texture [8], a neural network approach using
appearance and range information [16], and 3-D geometry
estimation using stereo vision [1], [2], [3], [4]. However,
the problem domains for this work were largely limited
to smooth terrain or structured outdoor environments. In
the domain of unstructured, unknown environments, some
more recent works [17], [10], [18], [19] demonstrate improved terrain perception capabilities based on combining
measurements from multiple sensor modalities. However,
many of these methods relied on stereo reconstruction or
3-D ranging, and therefore fall outside the scope of this
paper. Other works addressed the subproblem of vegetation
detection using vision and/or ladar sensors [12], [20], [21],
since vegetation such as tall grass can often be traversable
despite its geometry.
Many early works used pixels as a basic visual primitive
for classification [8]. In other works, fixed-sized patches
(windows) have been used [9], [10], [11]. Superpixels were
proposed for structured scene analysis in the early work
of Ohta, Kanade and Sakai [22]. While there exist many
techniques to over-segment an image, computational cost
has historically prohibited their use in real-time navigation
tasks. Our work is based upon a recently-developed fast
segmentation algorithm described in [13].
Two recent works by Nabbe et. al. [23] and Mateus
et. al. [24] use superpixel representations for outdoor
traversability analysis. These two works are the closest to
our method. In the approach of Nabbe et. al., superpixels
are used as the basis for a complex scene classification
algorithm based on region grouping and labeling of scene
structures [25]. They obtain promising results for a simple

terrain consisting of an open field bordered by trees. However, the high computational cost of their approach would
make it difficult to use in on-line learning or real-time
navigation tasks. In related work by Mateus et. al., roads
are detected in semi-structured environments by merging
subsets of superpixels. In contrast to these two works, our
goal is to demonstrate that superpixels are an effective
alternative to patches for general terrain classification tasks.
We emphasize the use of superpixels in on-line learning and
show their utility in representing the complex traversability
properties of natural environments accurately. For example,
our experimental results include examples of successfully
driving through stands of trees.
Our exploration of the Self-Supervised Learning (SSL)
method for UGVs is in contrast to most other learningbased approaches to navigation in which the training data is
provided a priori either implicitly or explicitly by human actions. A disadvantage of these other methods is the inability
to adapt to changing environmental conditions easilty without
human intervention [16], [26], [27], [28]. One exception is
the robot system which updates the color distribution of
the drivable area for tasks such as road-following [8] and
navigation in structured environments [6]. Kim et. al. [11]
developed an SSL framework to classify the traversability of
outdoor terrain using vision, where the training examples are
autonomously labeled based on the outcome of the robot’s
attempts to drive over certain terrains. This approach used
a purely patch-based method. Wellington and Stentz [14]
described an SSL system which predicts the geometry of the
forecoming vegetation-heavy terrain. Dahlkamp et al. [15]
describe a system which detects traversable regions based
on a color appearance model where the training examples
are labeled using stereo.
III. S YSTEM S PECIFICATION
Fig. 4 shows the robot platform used in our experiments.
The robot is equipped with two pairs of stereo vision cameras which collect visual and geometric information (using
Stereo) from the environment. The robot estimates its current
position using Kalman filtering based on a combination
of measurements from GPS and inertial measurement unit
(IMU) sensors. In addition, a bumper switch at the front of
the vehicle alarms ’stuck’ event and the motor-current sensor
signals ’slip’ event during navigation.
IV. A PPEARANCE F EATURES
The visual features used for our traversability classification
task are summarized in Table I. One visual primitive region
produces one feature vector. Every feature contains color and
texture information. Color information consists of average
color in RGB, HSV space, and a histogram of hue (H) and
a histogram of saturation (S). HSV color is used as it is
known to be more consistent against shadow and illumination changes. In addition, texture features of a region are
computed using eighteen filters selected from LM filterbank
[29] shown in Fig. 5. The average filter response of each
filter in a region, and the distribution of the filter index of the

Fig. 4. LAGR robot used in our work
The robot is equipped with a GPS sensor(red), two vision pairs(green), and
a bumper sensor(cyan).

Algorithm 1 Pseudo-code for online learning algorithm
initialize Θ ← 0/
set the current number of prototypes jmax ← 0
pre-define the distance threshold θ
loop
forevery y(i)







if c j − y(i)  < θ where j = argmin j c j − y(i) then
Θ.n j ← Θ.n j + 1
else
jmax ← jmax + 1 and c jmax ← y(i) and n jmax ← 1
Θ ← Θ {(c1 , n1 )}
end if
end loop

maximum response at each pixel represent texture features in
a region. Since these heterogeneous features are combined to
form a feature vector, every feature dimension is normalized
to be between zero and one based on its range.
V. C LASSIFICATION APPROACHES
We propose a traversability classification algorithm which
supports incremental learning and real-time classification.
Due to the high dimensionality (55) of the feature space
used in our work, we developed a learning algorithm which
incrementally updates prototypes in a codebook method
and uses hyper-spheres to represent the prototypes. Below,
we denote the feature vector from a region as y and the
associated training label as l. The learning algorithm adds
a new prototype into the codebook model when the preexisting prototypes cannot describe the new training data
well. Otherwise, it assigns more weight to the prototype

Fig. 5.

Eighteen filters chosen from LM filterbank

Type
RGB value
HSV value
Hue
Saturation
LM Average
LM Maximum

Feature Description
Description
RGB mean
RGB mean in HSV color space
histogram of Hue in HSV space
Histogram of Saturation in HSV space
Avg. filter responses from LM filter set
Histogram of maximum filter responses
Total number of dimension

Dim.
3
3
8
5
18
18
55

Fig. 6.

Training images and testing image

TABLE I
F EATURE DESCRIPTION

which describes the data the best.
We describe our learning algorithm in detail. Initially,
there are two empty models : the traversability model ΘT
and the non-traversability model ΘN . When the first newly
labeled training data (y(1) , l (1) , ) comes into our learning
system, the training data is put into one of the two models depending on its label l (1) . The superscript denotes the index of
the incoming training data pair. In the following, we will use
Θ for both models and omit the label subscript for brevity.
The first data y(1) initializes the center of the first prototype
c1 which is a hyper-sphere with the fixed radius θ where the
subscript denotes the index of the prototype. In addition,
the associated count n1 of the prototype is initialized to
be one, i.e. n1 ← 1 . Consequently, the model is updated
with a new prototype, i.e., Θ ← {(c1 , n1 )}. Afterwards, a
newly incoming training data y(i) in the later stage updates
the model in two ways : (1) it adds a new prototype if no
existing prototype encompass the new data y(i) within
 the


(i)
hyper-sphere radius (threshold) θ , i.e., ∀c j c j − y  > θ
or (2) increases the count of the closest prototype c j by one
otherwise, i.e., n j ← n j + 1. The pseudo-code for our online
learning algorithm is described in Algorithm 1.
During the navigation, the UGV classifies a novel image
region feature y using a probabilistic approach which uses
a modified k-nearest neighborhood algorithm. Given the
two learned models of traversability and non-traversability,
traversability is estimated as follows using Bayes’ rule where
l denotes the unknown traversability variable :
P(l|y) ∝ P(y|l)P(l)

(1)

Above, it is observed that the posterior probability for
the terrain with an image feature y is proportional to the
product of the prior P(l) and the class-conditional likelihood
P(y|l) where the normalization constant is ∑l P(y|l)P(l). The
prior P(l) is computed as the ratio between the number
of training examples in different classes and captures the
overall distribution of traversability in the environment :
P(l) ∝ ∑ j Θl .n j . The class-conditional likelihood term P(y|l)
in Eq. 1 is computed using a modified k-nearest neighbor
algorithm. For each model Θl , k-nearest prototypes are
selected w.r.t. the test example y. Then, the prototype j with
the highest count c j is selected. Finally, the class-conditional
likelihood P(y|l) is computed from the normalized weight of
the selected prototype based on the associated count value :
P(y|l) ∝ Θl .n j .

Fig. 7. A labeled training image with non-traversable (red) and traversable
(green) regions. Note that the regions which contain both labels are not used
in the experiments

VI. E XPERIMENTAL R ESULT
We ran two sets of experiments to compare the relative
performance of patch and superpixel features. First, we
manually labeled three sequences of videos from several runs
of the robot in different natural terrain environments. Using
this data, we compared the prediction accuracy of terrain
classifiers based on patches and superpixels. Second, we
conducted outdoor navigation experiments with our UGV on
the test course which highlights the limitation of patch-based
methods. Several navigation experiments were repeated under the identical experimental condition using patches and
superpixels, and we compared the number of successful runs
and the resulting cost maps produced by the two different
methods.
A. Image region classification
1) Experimental setting: Three representative image sequences were selected from a large collection of pre-stored
log files where each sequence contains scenes of (1) obstacles
at a long distance, (2) thin trees, and (3) complex vegetation.
The last image of each sequence was a testing image and the
preceding ten image frames were sampled at regular intervals
as a training data as shown in Fig. 6, in other words, each
testing image in this paper has ten preceding training images
to mimic the live robot run with SSL. Then, the pixels in the
images were manually labeled as either traversable or nontraversable.
Once the images were labeled, the training images in
each sequence were fed into the learning system where
they were decomposed into fixed-sized patches or superpixels. Since the reliable performance of the system w.r.t.
the different parameter setting of the visual primitives is
an important issue, we tested the accuracy of the system
using several different sizes for both patches and superpixels.
The reliability of the system under varying sizes of visual
primitive is an important factor for the robot system with
distributed architecture. As the size of the primitive enlarges,
the number of decomposed regions decreases in general,
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Fig. 8.

Classification of long distance perception case

Fig. 9.

ROC curve for long distance perception case

which results in lighter communication and reduced latency
between perception and planner. This enables the robot
system to run faster and respond more acutely to abrupt
events. In our experiments, seven different primitive sizes
were chosen. For the patch based methods, square patches of
size n × n are used where n = {5, 10, 15, 25, 30, 35, 40}. In the
case of superpixels, the size is controlled by two parameters
[13] : the minimum number of pixels in one superpixel, min
and an agglomeration level k which defines how aggressively
the pixels are merged into a superpixel. In our experiments,
we tied these two parameters, i.e., min = k = n, and used n =
{15, 30, 50, 100, 150, 200, 300}. Note that one single region
can contain both traversable and non-traversable pixels after
image labeling and image decomposition. Since the objective
of the experiments is to compare the resulting accuracy
of the system in the noise-free setting, we excluded these

Fig. 10.

Classification results of thin tree case

Fig. 11.

ROC curve for thin tree case

ambiguous regions both in the training and testing phases.
A labeled training example image is shown in Fig. 7.
2) Classification Result: The qualitative classification results on the three test images are shown in Fig. 8, Fig.
10, and Fig. 12. The top row shows the test input image
and the ground truth labels. The images in the midle of the
figures show the qualitative results of the superpixel-based
method where the granularity of the classification changes
from fine to coarse, depending on the varying parameters.
The bottom part of the figures shows the result of the patchbased method. Again, the granularity of the decomposition
changes from fine to coarse in the superpixel cases. Note that
we exclude 40x40 patches and min = k = 300 superpixels in
the figures. The gray scale images encode the probability
of traversability. The more whiter area, the more traversable
area. Along with qualitative results, the ROC curves in Fig.
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Classification results for the patch based method
Fig. 12.

Classification results of complex vegetation case

degrades dramatically as patch size increases.
The results from the second data set which contain the
scenes with several thin trees and surface covered with leaves
are shown in Fig. 10. Superpixels again demonstrate superior
accuracy and reliability in this data set. Note that the large
superpixels capture the tree boundaries in the images while
patches fail as the size increases. The quantitative results
are shown by ROC curves in Fig. 11. For the patch-based
method, the classification accuracy rapidly drops as the patch
size increases while the drop of accuracy in the case of
superpixels is modest.
The third data set contains scenes of complex terrain with
trees and shrubs. The results are shown in Fig. 12. Despite
the complexity of the scene, the accuracy of the superpixels
is still superior to the patches as shown in Fig. 13.
From the results on the three data sets above, it is
observed that the superpixels are superior to patches on the
traversability estimation in general. Especially, one drawback
of the patch-based method is apparent : while small-sized
patches are preferred to reliably identify the boundary of the
obstacles, this will result in increased amount of messages
between the perception unit and planner. This can lead to
the potential latency problem to most UGVs which are
often designed in a highly distributed manner where there
would be communication channel between the processors for
perception, planning and control.
From the experimental results, the advantages of the use
of superpixels can be summarized as below:
• Superpixels can capture the boundaries of a complex
terrain and thin obstacles.
• Superpixels can be used at coarser resolution since it
flexibly finds homogenous surfaces of different sizes.
B. Navigation Experiment

Fig. 13.

ROC curve for complex vegetation case

9, Fig. 11, and Fig. 13 show the quantitative accuracy of the
system under different settings.
We can observe in Fig. 8 that superpixels classify the tree
trunks at a long distance accurately under varying primitive
sizes while the patch based method easily fail to capture the
boundaries of the tree trunks as patch size increases. Note
that superpixels elicit the boundaries of the tree trunks even
in the cases where the superpixel size is very coarse. This is
not the case for the patches since a single patch placed on
the upper part of the image will contain very large area with
inhomogeneous regions such as different types of terrains,
sky, and tree trunks. The corresponding ROC curve for the
long range classification set is shown in Fig. 9. It can be seen
that the superpixel-based method (blue) is superior in terms
of reliability and accuracy to the the patch-based method
(red). Note that the accuracy of the patch-based method

1) Experimental Setting: We conducted outdoor navigation experiments with our UGV on a test course where
we repeated several navigation tests switching patches and
superpixels, under the identical condition. The test site has
many thin trees which closely surround the starting position
of the robot. The task of the robot is to reach the goal which
is beyond the layers of trees avoiding the obstacles. The
success of the runs were judged depending on whether the
robot finally reached the goal or not within a given time
limit.
In this experiment, stereo information was not directly
applied to update the map used in planning. Instead, stereo
was employed to self-label training data. The image regions
with the stereo disparities which show terrains with high
derivative were self-labeled to be non-traversable, while
relatively flat area were self-labeled to be traversable.
2) Navigation result: We performed navigation experiments for patches and superpixels. The underlying region
sizes used in this tests were 15x15 for the patch case and
min = k = 100 for the superpixel case. The robot could
successfully reach the goal when superpixels were used. On
the other hand, the robot failed in the run when patches were
used. A navigation result and the produced cost map using

Fig. 14. Traversability score map with robot’s trajectory of successful run.
White area in the map is traversable area, and black area is non-traversable
area.

Fig. 16.

Traversability score map with robot’s trajectory of failure run.
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Fig. 15. The image in the top row is actual classification result in a robot’s
certain position, and the image in the bottom row is an original image to
be classified. This is the superpixel case result.

superpixels are shown in Fig. 14 where the robot successfully navigated through thin tree layers. Three representative
image frames of the run is shown in Fig. 15. In Fig. 15 (A)
and Fig. 15 (B), it is observed that the thin trees are correctly
identified. While the whole structure of the tree trunk is not
perfectly perceived as shown in the Fig. 15 (A), the robot
was able to make a successful run since it could detect the
bottom of the tree accurately. Note that only modest level
of noise is observed on the ground surface when superpixels
are used.
The resulting cost map of the patch case is shown in Fig.
16. Fig. 17 (A) shows that the robot failed to identify the thin
trees at robot’s starting point. The robot failed to capture the
boundaries of the thin trees repeatedly and finally bumped
into the thin trees. Afterwards, the bumping caused wheel
slippage which results in the confusing traversability score
map shown in Fig. 16 where the smeared objects marked
in the left red circle appeared. From the three images in
Fig. 17, it is observed that the level of noise is substantial
compared to superpixels. Since the robot fails to identify both
the regions of traversability and non-traversability reliably,

(B)

(C)

Fig. 17. The image in the top row is actual classification result in a robot’s
certain position, and the image in the bottom row is an original image to
be classified. This is the patch case result.

the robot continues to circumambulate at the starting point
surrounded by thin trees, and never completed the tasks in
both runs.
In our experiments, the runtime of the superpixel-based
method was 1.3 Hz on the color images with 512 × 384
resolution where the computation time includes both selfsupervised learning and traversability estimation. On the
other hand, the speed of the patch-based method was 4.1
Hz. Our CPU processor in the robot is 2 GHz Intel Core
Duo T2500. Although superpixels impose additional computational cost to over-segment images, it not only did not harm
the navigation ability of the robots, but also helped the robot
to navigate through a complex environment, which could not
be achieved using patches. The patch method requires less
computational resources but produces less accurate classification. Hence, there is an advantage to use superpixels as the
computational units at the cost of additional computation.
VII. C ONCLUSION AND F UTURE WORK
We compared the patch and superpixel representations for
the UGV navigation tasks in this work. Our experimental results demonstrate that the superpixels produce more accurate
image region classification results, which are shown to be

advantageous for the robot navigation tasks in the complex
outdoor terrains.
In the future, we plan to conduct outdoor robot experiments in the test sites where we can compare the impact
of superpixels and patches on the long range perception
for long distance planning. In addition, we plan to study
a hybrid approach where the robot autonomously switch
between patches and superpixels based on the complexity
of the scene.
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